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PREFACE 

My thesis explains how we can apply techniques borrowed from the area of visualization to 

reveal weaknesses in applications and cryptosystems. A presentation of how graphical 

processing units can be used for general computing is presented in the first half of the thesis. 

The second half provides an overview of basic techniques and applies these in a case study of 

the Skyss RFID based ticketing system. 
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Chapter 1  

INTRODUCTION 

“To err is human, but to really foul things up you need a computer.” 

Paul Ehrlich 

Today’s software (2012) is more likely than not to include some networking features, and 

since almost all of these features are provided by libraries or frameworks it is rare for an 

application developer to see how his or her information is transmitted over a network, or 

through communication interfaces between programs. A lot of programmers seem to consider 

the transfer of data as black magic, and are content as long as their data reach its destination 

uncorrupted. Fortunately the attitude is slowly changing, and a lot of companies developing 

software have started to integrate code and security reviews into their development process. 

Their primary motivation for doing so is to prevent embarrassing and dangerous exploits. 

These reviews are time-consuming and repetitive jobs for anyone involved, and static code 

analysis does only point out common weaknesses in the written code. Static code analysis is 

unable to find out if there are serious flaws in the application logic. To detect flawed 

algorithms or erroneous use of 3
rd

 party libraries, companies often resort to external 

specialists and penetration tests, but such tests are expensive and require highly skilled 

individuals with special software, training, and experience. 

Even though there has been a lot of work invested in computer based visualization, there has 

been very little effort made to integrate some of the progress with other fields in computer 

science. In the paper “Visual Reverse Engineering of Binary and Data Files” Gregory Conti et 

al. [1] point out the fact that traditional tools tend to be very powerful, but constrain analysis 

to primarily text based approaches. Even though my thesis is about reverse engineering of 

binary and data files, Conti’s statement remains valid for tools commonly used in code 

analysis and penetration testing. It is almost as if computer scientists are very good at coming 

up with new ideas, but are one of the slowest adopters of their own ideas. Visualization has 

made its way into metrology and medicine. It is a well-tested method for analysing immense 
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amounts of data, so the primary challenge before we can use it in cryptanalysis is: How to 

present data so it makes sense for people other than the developer of the software? 

I will attempt to unify some of these aspects, with the goal of creating techniques to aid the 

average application developer in reviewing his software, and to help determine if it is 

constructed in such a way that secret information remains a secret. For us to successfully 

create visualizations to help detect weak cryptosystems, we need to draw upon inspiration 

from several different fields. To be able understand what techniques to use, we need to have 

some understanding about the benefits and drawbacks of techniques used in the domain of 

information visualization. For us to successfully convey interesting information to the analyst 

we need insight into how the brain works, and how retentive processing works. Here we enter 

the domain of cognitive psychology.  

This thesis is divided into seven chapters. Chapter 1 contains information about relevant 

previous work. Chapter 2 is a short discussion on why we should use graphical 

representations to analyse cryptosystems, and how we can apply the results in our 

cryptanalysis. Chapter 3 outlines several different approaches to visualizing binary data and 

along with the strength of each approach. Chapter 4 describes key differences between GPU 

and CPU applications, and presents a quick introduction into developing applications 

designed to run on GPUs. Chapter 5 presents different cryptosystems likely to still be used in 

applications today, and how we can use visualization to identify weaknesses, and help in the 

decryption process. Chapter 6 is a case study on the security of the Skyss ticketing system. 

Here the concepts in Chapters 3 and 5 are tested in a blind penetration test on the ticketing 

system used by Skyss in Hordaland. Chapter 7 presents an overview of my findings and 

general results from applying visual methods to the process of testing systems. 

The focus of my thesis will be applying the previously mentioned methods to highly 

structured binary datasets. 
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1.1. Previous work 

There has been very little work done on combining visualization and cryptanalysis. Most of 

the work in the visualization aspect has been focused around a category known as information 

visualization. Information visualization is a very general field where one attempts to create 

good graphical representations of arbitrary abstract data. The most promising result from 

information visualization regarding cryptanalysis is Parallel Coordinate Plots [2]. These 

visualizations allow an analyst to explore a given multidimensional dataset, in order to 

discover connections and trends that might not be visible in a normal two dimensional plot. 

Another commonly used technique is Binary Rainfall plots. Here the contents of the dataset 

are plotted directly into an image, with 1’s in one colour and 0’s in another. The resulting 

image reveals some internal structure, and might aid the analyst in discerning the composition 

of binary data [1]. The binary rainfall visualization has been implemented in at least one piece 

of software, BinVis,
 1

 and is used in forensics and reverse engineering of binary file contents. 

We also need to consider cognitive aspects when attempting to create good visualizations, and 

there has been a lot of time and effort put into understanding how the brain works and how to 

work with the strengths of the brain so the analyst quickly can understand the result of a given 

approach. Christopher G. Healey maintains a very good webpage “Perception in 

Visualization” [3], where he provides an overview of the most important things to keep in 

mind when creating visualizations. 

Most of the previous work done with a purer cryptographical focus is on adapting existing 

secure algorithms to highly parallelized environments, and how to leverage the advancements 

in specialized hardware. Efforts have been made to parallelize algorithms such as AES and 

RSA so they benefit from streaming parallel processors [4]. A separate study at the Hanoi 

University of Science and Technology shows that brute forcing MD5 hashes are over one 

hundred times faster when performed on a graphical processing unit (GPU), compared to the 

standard CPU based approach [5]. These results show that it is feasible to implement 

cryptographic algorithms in a GPU environment that are at least as good as ordinary CPU 

implementations. 

  

                                                 
1
 Available from http://code.google.com/p/binvis/ 

http://code.google.com/p/binvis/
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Chapter 2  

A GRAPHICAL APPROACH 

“The function of good software is to make the complex appear to be 

simple.” 

Grady Booch 

This thesis applies some basic visualization approaches to highly structured data. In this 

chapter the concepts of a graphical approach is considered to argue why such an approach is 

better than the traditional text based approach. Results from studies of human cognition are 

reviewed and a more thorough look at how graphics can be rapidly produced from large 

datasets. 

2.1. Cognitive advantages 

Perception uses previous knowledge to gather and interpret the stimuli registered by our 

senses [6]. We want to leverage the natural powers of the human brain to simplify 

cryptanalysis so it is easier for the average person to understand and see eventual weaknesses 

in cryptosystems without being a cryptology expert.  

Scientists of various disciplines have studied how the human brain works for quite some time. 

Already in 1912 there was a school of psychology, Gestalt psychology, dedicated to studying 

how we as humans perceive the world. One basic principle in Gestalt psychology is: Humans 

have basic tendencies to organize what they see, and observe patterns rather than random 

arrangements [6].  

The Gestalt psychology created the basis for modern approaches in cognitive psychology and 

also to some extent social psychology [7]. Recent studies have shown that illustrations 

enhance students’ learning from text and makes it easier to comprehend the contents of 

textual information even in our digital age [8]. 

“The Visual Display of Quantitative Information” [9] is a book that provides a lot of historical 

examples and dos and don’ts when it comes to creating graphics from quantitative datasets. It 
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also contains a large number of illustrations giving a very definite feeling on exactly how 

graphical displays enhance the understanding of quantitative data. 

A lot of research on how the brain works strongly suggests that our brain is better at 

interpreting visual relations rather than textual and numerical relations. How can we use 

graphics to enhance the field of cryptanalysis? The computer discipline of visualization has 

worked on the problem for decades and has succeeded in creating a lot of tools to simplify 

analysis of numerical data. 

An example of our problem is the weather forecast. We have all seen (and understood) 

weather forecasts. Just imagine the weather forecast transmitted on television networks with 

letters and numbers scrolling across the screen. Would a numerical display be as widely used 

as today’s weather maps? 

The goal of the graphical approach is to find a way to represent data acquired though 

cryptanalysis so it clearly depicts weaknesses. To archive good visualizations we need to have 

good data-feature mappings. The data-feature mappings can be seen as functions that define 

visual features (such as colour, texture, or motion) to represent the data. Using results from 

the areas of quantitative data displays and cognitive psychology it should be possible to create 

data-feature mappings that provide insight into data produced by cryptanalysis approaches. 

2.2. Computational speed; CPU versus GPU 

The design of modern cryptosystems is based on mathematical problems that are hard to solve 

when key pieces of information are unknown. The most common cryptosystems tend to rely 

on the difficulty of factoring large primes (RSA) or the “Discrete Logarithm” problem (El 

Gamal) to create problems that require infeasible amounts of computational power to solve. 

The development of computational power is still increasing rapidly and algorithms and key 

sizes thought to be unbreakable a few years back are suddenly proven to be vulnerable and 

breakable. Development of parallel processing and computer clusters suddenly enable home 

computer users to access and harness power almost equivalent to that of super computers. 

Figure 1 shows a brute force attack by IGHASHGPU where seven letter password is cracked 

in less than 20 minutes. 
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FIGURE 1: IGHASHGPU BENCHMARK OF BRUTE FORCING A PASSWORD OF 7 ALPHANUMERIC 

CHARACTERS 

Moore’s Law [10] is still holding after more than 45 years and is proof that the computational 

capacity is increasing at a colossal rate. The success of the gaming industry has made 

specialized graphics hardware available in every home computer. Graphics Processing Units 

(GPUs) in home computers have made a huge impact since the late 90’s. They have enabled 

the home computer to render graphics most developers thought to be impossible. See   
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Appendix 1: Graphics comparison for an illustration of how computer graphics have evolved 

in the last 15 years. These units are specialized hardware optimized to continuously compute 

floating point operations, making them ideal to tackle problems involving massive vector 

computations. 

In addition, modern GPU’s have a large amount of cores capable of performing computations, 

so when an algorithm can be parallelised to run as many independent subtasks, problems 

involving heavy computation can greatly benefit from the power of the GPU. At the time of 

writing (2012) the maximum cores available on a CPU for home use is 8 (AMD FX-8150), 

but today’s GPU contain over 1000 cores (AMD Radeon HD 6970 has 1536 and Nvidia 

Geforce GTX 580 has 512).
 2

 

Studies have shown that simple brute force attacks on the MD5 hash function is several 

hundred times faster when performed by GPU programs instead of CPU based programs [5]. 

The GPU is a valuable tool for cryptanalysts even when using it outside of the primary usage 

area. Imagine having techniques combining the two approaches, producing meaningful visual 

output while applying brute force techniques to try to break a system. A system fully 

exploiting the potential of the GPU would give the analyst real-time feedback and enable him 

to tweak parameters while the algorithm is running to enhance performance even further. 

                                                 
2
 The differences in Nvidia and AMD’s architectures mean that the huge difference in number of cores does not 

directly reflect the cards computational power. Both numbers are the unified shader count. For more information 

see the two Wikipedia articles Comparison of AMD graphics processing units 

(http://en.wikipedia.org/wiki/Comparison_of_AMD_graphics_processing_units) and Comparison of Nvidia 

graphics processing units (http://en.wikipedia.org/wiki/Comparison_of_Nvidia_graphics_processing_units) 

http://en.wikipedia.org/wiki/Comparison_of_AMD_graphics_processing_units
http://en.wikipedia.org/wiki/Comparison_of_Nvidia_graphics_processing_units
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Chapter 3  

GRAPHICAL TECHNIQUES 

“First, solve the problem. Then, write the code.” 

John Johnson 

The primary task for the graphical techniques is to help the analyst in obtaining the cipher text 

by identifying how the data is encrypted and assisting him in decrypting it. Since the plain 

decrypted data has a strict and repeating structure, we need to select visualizations that create 

distinct patterns. These patterns might also be visible through certain encryption types. Data 

encryption might also introduce their own patterns into the visualizations providing the 

analyst with additional clues on how to decipher the data. 

The techniques presented in here have been selected due to their strengths in representing 

these highly structured datasets. The RFID data analysed in Chapter 6 have a lot in common 

with network packets like TCP/IP and UDP packets, although the available amount of tags are 

a lot smaller than the amount available of TCP/IP packets. These traits make problems such as 

 Binary rainfall algorithm 

 Input: Binary data as entries in a dataset 

 Output: A bitmap with data intensities plotted as pixels 

1  Var y=0; 

2  For each entry in dataset do: 

3      Var x = 0 

4      For each byte in entry do: 

5          Read byte, intensity, as unsigned integer 

6          Color position x, y in image with intensity 

7          x++ 

8      Loop end 

9      y++ 

10  Loop end 

TABLE 1: ALGORITHM FOR CREATING A BINARY RAINFALL PLOT 
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rendering speed and data structure efficiency a lot smaller then they typically are with datasets 

containing millions of entries. 

Because of the similarities, some approaches outlined in Chapter 3 are methods implemented 

in existing systems for real-time network monitoring, and they can be re-used here with little 

or no modification. 

3.1. Binary Rainfall Visualization 

The binary rainfall technique is a way of visualizing the structure of transmitted or stored 

data. Relating to the waterfall display used in spectrum analysis, the binary rainfall plots 

binary objects, one per horizontal line, in data sequence order [11].  

The resulting image clearly depicts structured data, such as headers, fixed fields and recurring 

data structures. Utilizing the binary rainfall technique is very simple, easy to implement, and 

computationally quick. It simply maps a byte value directly to a square on the resulting image. 

Table 1 shows how these visualizations are constructed in their simplest form.  

Either before or after the initial analysis it is possible that the analyst has some presumptions 

of information contained within the data. By integrating these presumptions into the analysis 

we can further enhance the results. When we are inserting an additional step between reading 

the byte as intensity, and colouring the appropriate pixel, we apply a transfer function to the 

byte value. The responsibility of the transfer function is to give the pixel a special colour if 

the given pixel is in an expected range, or meets a certain user defined metric. 

Applying further levels of refinement, the analyst can target the values he is looking for and 

locating these values within the dataset becomes a lot easier. It also makes it easy for the 

analyst to determine if the data is placed at a fixed location, or if the target values are placed 

arbitrarily within the data set. Fixed values will be easily visible in a binary rainfall plot as 

vertical lines. 

An example of type of colouring and its use is presented by Conti in Security Data 

Visualization [12]. Conti maps printable ASCII characters (data values in the range 32 

through 127) to the colour blue, and the other bytes to a shade of grey corresponding to their 

value. When he processes a Microsoft Word document with an embedded image the BR 

approach makes it easy to separate the parts of the .doc format containing plain text, and the 

parts containing the image. The difference is clearly visible even when the document is 
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protected with a password set in Word using the built in document protection features. 

However the BR approach becomes useless when the entire document is encrypted using an 

external program using AES. 

 

FIGURE 2: TUX-IMAGE ENCRYPTED 

Figure 2 shows an image after it has been encrypted. The image shown in (a) is rendered 

using a method almost identical to binary rainfall plots it shows that even when each pixel is 

encrypted, it is still possible to discern the features of the original image. In (b) the image has 

been encrypted using a secure approach, and it is no longer possible to spot anything from the 

original image. The original image can be seen in Figure 3. 

 

FIGURE 3: TUX THE ORIGINAL IMAGE AS CREATED BY LARRY ERWIG (LEWING@ISC.TAMU.EDU) 

USING THE GIMP 

Should the data be encrypted using a strong encryption method the BR approach would yield 

no results. It would inform the analyst that there is no easily discernible fixed structure within 
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the document, and the produced image would look like equally distributed white noise as 

shown in Figure 2 (b). 

The binary rainfall visualization technique is very useful in monitoring real-time data, where 

it can continuously plot new data at the top of the display and remove the old data from the 

bottom when the display is full. To further complement the visualization a more detailed 

display of the most recent data, when coloured according to the same rules as the main 

display, a secondary display will help identify potential issues or important events quickly so 

appropriate action can be taken. 

The BR technique is commonly used when monitoring dataflow in networks and is 

implemented in RUMINT,
 3

 a tool designed for network monitoring and analysis [12]. 

Another application where the BR technique is used is the reverse engineering binary data 

files. Although it is here known as byte-view visualization, the general idea is the same. Here 

the BR visualization is combined with other types of visualization in an attempt to reconstruct 

data stored in unknown binary file formats [1]. 

3.2. Frequency Analysis 

Letter Probability Letter Probability Letter Probability Letter Probability 

A .082 H .061 O .075 V .010 

B .015 I .070 P .019 W .023 

C .028 J .002 Q .001 X .001 

D .043 K .008 R .060 Y .020 

E .127 L .040 S .063 Z .001 

F .022 M .024 T .091   

G .020 N .067 U .028   

TABLE 2 PROBABILITIES OF OCCURRENCE OF THE 26 LETTERS, ENGLISH [13] 

The frequency analysis is commonly one of the first techniques used by cryptographers when 

attempting to determine how data is structured. By comparing how symbols in a cipher text 

are distributed with how they are distributed in a natural language one can find and translate 

simple substitution cipher. For the frequency analysis to be viable a sufficiently large 

collection of cipher text has to be obtained, so the relative distribution of symbols in the 

                                                 
3
 More information about RUMINT is available on http://www.rumint.org  

http://www.rumint.org/
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dataset is statistically significant. The relative frequency distribution of letters many 

languages are easily obtainable online [14]. Table 2 displays the probabilities of the 26 letters 

in the English language as obtained by Beker and Piper [13]. 

Even though frequency analysis is most commonly applied to plain text data it can also be 

used on binary data to help us determine its structure. It is reasonable to assume that digital 

data packages will have some repeating structure to assist the target program with parsing the 

data. In the case of network packages these are called headers, and when encrypted data is 

transmitted using an unencrypted protocol, information such as target IP, port and header 

information will be visible to any third party listening to the transmission. If we assume that 

the data payload contained within a package is arbitrary, a frequency analysis should ideally 

highlight any static structures and reveal the position of the data payload. Should the data 

payload be repetitive, the recurring data entries should stand out from the more random data. 

3.2.1. FREQUENCY BASED BINARY RAINFALL VISUALIZATION 

When using the binary rainfall visualization it is possible to map the relative frequency of 

each byte in the dataset to the intensity of each pixel. Any recurring byte values will stand out 

from the rest of the data as values frequently appearing in packets will have high intensity, 

while dynamic data will have a low intensity. 

The frequency based BR plot will increase the contrast on recurring structures and enable the 

analyst to quickly determine the structure of each data entry. Any solid vertical lines 

represents reoccurring values such as the year in a timestamp, and any diagonal lines 

represent incrementally changing values [11]. 
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3.2.2. LETTER FREQUENCY LINES 

 

FIGURE 4 FREQUENCY OF LETTERS IN MODERN ENGLISH COMPARED TO 20TH CENTURY BOOK 

A more traditional approach is able to convey information about the entire loaded dataset 

condensed in a small graphic. Letter frequency lines is however of somewhat dubious use in 

binary datasets unless there is some prior knowledge about the alphabet of the plain text. 

Should the plaintext happen to be strings in a written language, and the dataset be sufficiently 

large, letter frequency lines can be very useful for breaking ciphers. 

By plotting the distribution of letters as a line graph with letters on the x-axis, and relative 

frequency on the y-axis, you get a very clear visual representation of the frequency 

distribution. Figure 4 displays a comparison of the relative frequencies of the letters in the 

book “The Return of the King” first published in 1955, with the relative frequencies found by 

Beker and Piper from Table 2. 

Overlaying the letter frequency line with the frequency distribution of a known language 

gives a very clear pictorial representation of how closely the cipher-text matches the natural 

language. Should the two graphs be very similar, substituting the cipher-text symbols with the 

corresponding plain text symbols would probably yield the correct text. If there are significant 

deviances between the two, start with common letters like A, E, I, O, and T. Using the values 

from Table 2 we can see that A, E, I, O, and T make up 44,5% of the English language, so by 

finding these letters 35-55% of the plain text should be revealed. 
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3.3. Parallel Coordinate Plots 

 

FIGURE 5 EXAMPLE PARALLEL COORDINATE PLOT4 

Parallel coordinate plots are a way to visualize n-dimensional data to reveal hidden 

connections in the data. Connections very difficult to visualize in traditional plots limited to 

two or three dimensions. The traditional approach to plotting data as lines, or dots on a plane 

is limited to displaying data in a 2D context, and is thus limited to displaying the relationship 

between two preselected dimensions. Figure 5 is an example of a parallel coordinate plot 

where lines are coloured according to the categorical “Geometry”-dimension. 

Instead of plotting data relative too two axis, a parallel coordinate plot takes an n-dimensional 

vector and plots it by creating n parallel axis, placing each vector value directly on one of the 

axis and drawing lines between neighbouring axis. 

Parallel coordinate plots excel at providing a high level overview of the data as it is able to 

represent an incredible amount of data in a single image. 

Structures like field increments inverted values and repeating/fixed values would be clearly 

visible in such a plot. Any fixed values or similar values will appear as bundles of lines. If a 

value is inverted a bundle of lines will appear between two axis. Incremented or decremented 

dimensions will have no crossed lines. 

From the image in Figure 5 it is clearly visible that parallel coordinate plots can easily 

become cluttered and there is a lot of data competing for the user’s attention. To minimize 

cluttering, several attempts have been made to provide simple alterations to reduce clutter. 

                                                 
4
 The plot was created using the example data provided with release 1.6 of XDAT, available under GNU General 

Public Lisence version 3, downloadable from http://www.xdat.org/ 

http://www.xdat.org/
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Two examples are semi-transparent lines and smart colour classification. Both these 

approaches greatly enhance the number of lines that can be displayed simultaneously. 

3.4. Hybrid approaches 

Results by Conti et al [1] suggests using several different visualizations at the same time to 

achieve the best results. To achieve the best visualization possible, the article suggests at least 

one high level view to identify interesting or strange structures in the data, and one low level 

view to inspect areas of interest. Creating a hybrid view does require some additional thought 

into how different approaches might complement each other, and quite a bit of additional 

work on how to construct an interface that allows the user to navigate through the data. 

A good example of how a hybrid view can be implemented in an application is BinViz. 

BinViz is a tool designed to visualize binary files to help analysts reverse engineer binary file 

formats. Here several types of visualizations are implemented so the user can get both an 

overview of any structures in the data, as well as detailed information about file segments. 

BinViz solves the view navigation by having a control that allows the user to scroll through 

the data. This control synchronizes data in all views. 

Hybrid approaches however can quickly become problematic as the amount of data grows. 

Some views may be able to present more data than others. One view would only show a 

subset of the data displayed in another. Additional visual cues can aid the user in keeping 

track of the data displayed in the views, and the size of each view can be modified so they 

display the same data. Unfortunately different data densities are one of the shortcomings of 

BinViz, and one of the major challenges with combining visualization approaches. 

Combining methods is in most cases necessary to achieve useful results. Especially in cases 

where the analyst might not know what he is looking for, and have only vague expectations 

on what data his dataset might contain. In Chapter Chapter 5, a more thorough description is 

given about the datasets selected for use in the case study, but in a general case it might be 

very difficult to know what you are looking for. Because of a lack of reasonable assumptions 

a lot of options should be available to the user. 
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Chapter 4  

GPU BASED EXHAUSTIVE SEARCH 

“640K ought to be enough for anybody.” 

Bill Gates 

To be able to fully understand the potential of Graphics Processing Units (GPUs) and 

visualization this chapter outlines the basics of creating programs that take advantage of GPU 

advances. Too see the full potential of how GPUs can be leveraged in other applications than 

computer graphics a thorough introduction to GPU application development is needed. This is 

because a lot of special considerations have to be taken to ensure algorithms and applications 

take advantage of architecture of GPUs. The most important consideration is the fact that a 

GPU’s primary strength is parallelism. Unlike a CPU the GPU has a very large amount of 

cores, but each core generally has a lower clock speed and a different instruction set than 

CPUs. This chapter covers common concepts, vocabulary and some evidence of how 

powerful the GPU can be in an attempt to further understanding of the techniques in Chapter 

Chapter 3 and how these can be expanded to fit other scenarios than those outlined later in 

this thesis. 

Modern GPUs are excellent for numerical analysis. They are in essence clusters of specialized 

processing units optimised for floating point computation. In addition to very specific 

computational powers they are delivered with their own high speed memory, and local 

communication channels specifically designed for parallel processing. 

Traditionally these units have only been used for their primary purpose, enhancing computer 

graphics. In recent years however they have become so powerful that more and more 

researchers are attempting to parallelize tasks and develop methods to utilize GPU power in 

other areas than computer graphics. After seeing the potential in utilizing the GPU in a more 

generalized way, cards and supporting technologies designed specifically for scientific 

computing are delivered by all the major actors in the GPU market. 

NVIDIA created their Tesla platform, a GPU cluster targeting scientists or other companies 

that need a lot of computational power. The Tesla platform is being advertised as “the fastest 
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parallel processors for high performance computing” and according to NVIDIA it delivers 

“Cluster-level performance on your desk”. 

NVIDIA’s main rival AMD does not provide such a specialized solution, but they deliver a 

lot of developer tools and technologies to enhance current technologies, and so that their 

GPUs can be utilized as computing platforms. AMD also focuses on integrating graphics 

solutions on normal central processing units (CPUs) and renaming them accelerated 

processing units (APUs), unfortunately this approach does not seem to augment raw 

computational power, only graphics performance. 

As a result, the two competing technologies for performing pure general-purpose computing 

the graphics processing units (GPGPU) are NVIDIA’s CUDA programming language 

coupled with the Tesla platform, against the open standard OpenCL on AMD GPUs. These 

two solutions are very similar, but NVIDIA is a lot more aggressive than AMD in their 

marketing strategy of GPGPU, and as a result much of the available research have been 

performed on NVIDIA GPUs using CUDA. 

Much of the terminology and the data pipeline are similar in these two technologies, and since 

the vocabulary and terms used in GPGPU differ quite a bit from what is normally used when 

developing normal applications Chapter 4.1.1 goes into detail in explaining many concepts 

that are required to understand GPGPU. 

4.1.1. GPU TERMINOLOGY EXPLAINED 

Because of the slight syntactic differences in the two major actors in GPGPU development the 

definitions listed below are organised with the CUDA term in bold letters first, followed by 

the corresponding OpenCL term, and followed by a short definition of the term. 

 GPU, Device – The entire unit responsible for managing and running the program. 

 Multiprocessor, Compute Unit – A tightly coupled set of processing units that shares 

memory and other external resources to run several instances of a parallel process. 

 Scalar core, processing element – A kind of single instructions, multiple data 

(SIMD) or single process, multiple data (SPMD) processor with attached arithmetic 

logic units (ALU). Possibly with multiple ALUs. 

 Global memory, Global memory – Memory shared by all processing elements/scalar 

cores, also the slowest memory subsystem. 
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 Shared (per-block) memory, Local memory – Similar to global memory, but much 

faster as it is generally available on-chip. 

 Local memory, Private Memory - Memory available to each work item that 

functions much like registers in a CPU core. 

 Kernel, Program – A collection of functions and code, making up what might be 

compared to a CPU program. 

 Block, work-group – A collection of instances of a task, organized into larger groups. 

 Thread, work-item – A single instance of a task that can run in parallel with other 

many other similar threads/work-items. Each instance is aware of what part of the 

problem it is working on, but does not care about the progress or state of other 

instances. 

Personally I find the CUDA vocabulary to be easier to understand as it is easier to relate to 

normal application development terms than the OpenCL terms. I will be using the CUDA 

terms when explaining principal differences between CPU and GPU development in this 

chapter. 

For GPGPU to outperform traditional CPU approaches it is very important to keep the 

architectural differences of GPUs and CPUs in mind, and when creating GPGPU applications 

it is the developer’s responsibility to break the work down into threads and defining block 

sizes. Already here a fundamental difference in CPU programming and GPU programming 

occurs, as you are forced to set up parameters for parallelising processes already in the 

program initialization. By forcing the developer to take parallelism into account like this, and 

providing him with readily accessible tools where he can tweak how the threads are run and 

blocks are organized it is easier for him to focus solely on how to formulate his problem to 

best utilize the resources provided by the GPU. Another important aspect is the fact that you 

cannot share data between threads when they run. It is only possible to write to shared 

memory between iterations. 

Each thread must only rely on itself and it cannot be dependent of the results of other threads. 

This is the primary challenge to overcome when determining if you can benefit from GPU 

acceleration or not. If your problem can be broken down to a number of self-contained sub 

problems you most likely have a lot to gain from parallelising the application. Should the 

number of sub-problems be possible to tweak in order to accommodate available hardware 

resources, an additional bonus is gained. 
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Most hardware today is designed to operate at optimum speed only when certain conditions 

are met. Since the hardware is primarily designed to handle computer graphics, these 

optimums are defined by this and possibly the next generation of graphics APIs like OpenGL 

and DirectX. Fortunately as GPGPU is gaining ground graphics card developers have also 

started to accommodate the needs of general purpose programming requiring less and less 

special algorithms and special tricks to properly gain the maximum speed increase from GPU 

acceleration. 

 

4.1.2. BENCHMARKS AND EXAMPLES 

To fully understand how fast GPGPU computations can be implemented, and how quickly the 

development of pure brute force based approaches I present a comparison of the speeds 

archieved by several different GPUs when attempting to brute force different types of hashes. 

The speeds presented in this benchmark might be affected by the performance of other 

components, although the impact on the benchmark should be minimal. GPUs contain their 

own controllers, memory and perform computations independently minimizing outside 

influence. 

The benchmarks presented here have been gathered from users running the hashcat. Hashcat 

is specially designed to recover passwords from hashes, and implements support to crack a 

huge number of different hashing algorithms. To mention some SHA1, MD5 and 

WPA/WPA2 are some of methods hashcat can recover passwords from. In the comparisons 

presented here the speed of each system is measured in million hashes per second (M/s). 

GPU speed comparison5       

Card Name OS Released MD5 M/s SHA1 M/s SHA256 M/s 

2x AMD HD 69906 
Win7 64-
bit 08.03.2011 23083,9 7976 3090,3 

AMD HD 5870 Unknown 23.09.2009 5783,8 2003 687,7 

AMD HD 5970 
Ubuntu 
11.10 18.11.2009 9868,8 3386,9 1174,9 

AMD HD 6990 
Win7 64-
bit 08.03.2011 6989,5 3263,4 1221,8 

AMD HD 7970 
Win7 64-
bit 09.01.2012 8156,5 2807,5 1100 

                                                 
5
 As reported by hashcat users on the official hashcat forums: http://www.hashcat.net/forum/forum-13.html 

6
 Cores are overclocked 
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Nvidia GTX 460 Unknown 12.07.2010 1223,7 328,9 121,5 

Nvidia GTX 560ti 
Ubuntu 
11.10 25.01.2011 1181,5 435,2 150,8 

Nvidia GTX 570 
Win7 64-
bit 07.12.2010 1472,9 694,6 297,7 

Nvidia GTX 680 
Win7 64-
bit 22.03.2012 1752 526,8 185 

TABLE 3: BENCHMARK RESULTS IN HASHCAT 

It is evident from the table above that the speed of some specialized GPU clusters are 

staggering, and the most powerful would be able to exhaust all combinations of a password 

hash where the password consists of 8 letters or numbers (36
8
) in 5 days. 
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Chapter 5  

EXAMPLE CRYPTOSYSTEMS 

“The city’s central computer told you?  R2D2, you know better than to 

trust a strange computer!” 

C3PO 

This chapter is going to provide a closer look at the methodologies presented in Chapter 

Chapter 3. To highlight the strength and weaknesses of each approach a dataset with a known 

structure is generated and the visualization methods applied. By applying visualizations to a 

dataset we know, and using a few simple cryptosystems, how visualization help in analysis 

and reverse engineering of data should become apparent. Applying the visualizations directly 

to a real life system might not work, as the methods proposed here target specific weaknesses 

that might be difficult to discover through analysing large chunks of text. 

The dataset presented in this chapter has been designed specifically in an attempt to create 

good reference image for future work. Since little work has been done on visualization as a 

tool in cryptanalysis so the complexity of the dataset and visualization is kept on a low level 

to provide ideas for future work. To highlight the strength of each approach the dataset has 

been constructed to resemble RFID data. The dataset contains 160 entries with a data length 

of 64 bytes. Each entry is uniquely identified by the first 8 bytes in the dataset. 

The dataset, as described above, is relatively small so no special data structure is needed; even 

rendering it with methods requiring heavy computations does not pose a very big challenge. 

Even so, the dataset is highly relevant and does not represent an unrealistic scenario. It is 

designed to resemble the data structure in various RFID ticketing solutions. The reason why a 

simulated dataset is used instead of a real life one is because information about different 

systems, particularly information about how data is encrypted or stored on RFID tags, is 

normally a secret closely guarded by the developers of RFID systems. Gathering several 

datasets that might highlight the strengths of each visualization method is also a very time 

consuming task.  
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5.1. Unencrypted dataset 

To make the dataset accessible to anyone on any system, while being as unambiguous as 

possible, the dataset is stored as a hexadecimal string in an ordinary text file. The unencrypted 

dataset is structured as discussed above. The selected structure was created to mimic what you 

might find on a “Mifare Ultralight” card. Each row in the dataset represents one tag. 

For the purpose of my thesis the dataset is constructed to represent a RFID tag containing a 

customer ID, time of purchase, ticket data and a hash of the contained data . The reason for 

including the hash is to prevent customers from creating valid copies of the tag even though 

they have access to most of the information. Not implemented in this dataset is the inclusion 

of a vendor secret in this hash. The lack of a secret in the hash is a security flaw that actually 

enables attackers who know the hashing algorithm to provide their own valid hashes. For the 

purpose of this thesis though the lack of a secret is not a problem as the primary purpose of 

this hash is to see how hashes appear in the visualizations. 

A typical entry in the generated dataset is displayed below
7
: 

 

The structure of each entry after the divider in the example set is described below.  

 Bytes 1 to 8:  Tag id 

 Bytes 9 to 16:  Fixed data field containing vendor information 

 Bytes 17 to 20: Purchase location id 

 Bytes 21 to 24: Customer identification 

 Bytes 25 to 28: Issuer id 

 Bytes 29 to 36: Timestamp object with time of purchase 

 Byte 37:  Product type identification 

 Bytes 38 to 40: Customer and additional ticket information 

 Bytes 41 to 56: MD5 hash of bytes 1 to 40 

 Bytes 57 to 64: Timestamp object with time of activation/registration 

                                                 
7
 Please note that the full data entry is not displayed in the example due to the page width. 

Dummy entry | 50F78269 EA2DDD00 4808000D 04E0943E … B6CE0800 
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When looking at these data entries we have fields that should be similar within the data set. 

Other data fields should look like random values providing a good reference dataset for 

visualization. 

5.1.1. BINARY RAINFALL VISUALIZATION 

Assuming we have limited knowledge about the structure of the dataset, the first encounter 

with the data would be in its purest form, hexadecimal numbers stored in a file. A quick 

glimpse at the raw data structure reveals that some columns in the dataset are strikingly 

similar, and might reveal some information to the trained eye. As explained in Chapter 3.1, 

revealing packet structure is one of the strengths of a binary rainfall plots (BRP). 

By processing the data and visually presenting the byte values of each entry we allow the 

analyst to “take a step back” and get an overview of the dataset. The parameters used when 

creating the BRP determines which features in the dataset are highlighted. These features are 

then presented so the analyst can discover common structures and similar fields by using the 

pre-attentive processing powers of the brain. 

Figure 6 (to the left) demonstrates how one can quickly identify fields in a 

large dataset. Here one can view the contents of the 160 first RFID tags in 

the artificial dataset, and it is easy to determine that about 50% of the data 

is very similar between the tags. The other 50% appear to be random, but 

since the RFID specification is open, we know the contents of the first 16 

bytes of data. Now we know something about 75% of the data. Using the 

image we can measure the width of the remaining bytes. The unknown 

region is 26 pixels wide, and due to the scale of the image we have 13 bytes 

of data that appear to be random between tags. The other bytes are either 

known, or share a constraint between tags. 

To further analyze the dataset it the analyst could use a few more tools. One 

such tool was proposed in Chapter 3.1 when describing the binary rainfall 

method. Coloring ASCII values blue is done to separate text strings from 

binary data. 

Figure 7 displays the same data as Figure 6 but with values in the ASCII range colored blue. 

Values not in the ASCII range are plotted with their greyscale intensity. Using colors in the 

plot aids the analyst in determining whether the data he is looking at can be interpreted as 
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standard textual data, strings, or not. Since the regions unaccounted for 

display a seemingly random mix of blue and greyscale values it is 

reasonable to conclude that the 13 unknown bytes contain binary data. 

Returning to Figure 7, the vertical lines representing fixed byte values does 

not contain any horizontal blue areas. These fixed fields do not contain text 

values in longer strings than one, so the entire dataset seems to consist of 

binary data. 

So far the information gained from the image does not contradict the data set 

structure defined in Chapter 5.1. 

Attempts can be made to refine the coloring of bytes to encompass different 

aspects of binary data. Taking the source of the data into account, a ticket that is valid within 

a specific time period, one reasonable assumption could be that the tag contains information 

that uniquely identifies a time and date. We might also know exactly when the tag was 

obtained through a receipt, or by checking the time on the issuer node during the transaction. 

To help us identify any timestamps in the string we can create an algorithm that attempts to 

construct timestamps based on different permutations of byte values. Should we encounter a 

valid timestamp within an expected time window, coloring the bytes should make it clear that 

the dataset contains values supporting our assumption.  

As illustrated in Figure 8, such an image helps the user quickly verify assumptions, and 

provide evidence of how the data is structured. In Figure 8 the user is looking for timestamps 

within twelve hours of a specified time. Red vertical lines tells us that there are some values 

in the dataset that can be parsed as a valid timestamp, that match the given time window, and 

that all matching values are placed in the same location on each tag. Since the vertical lines 

are continuous it is reasonable to assume that each tag contains two timestamps in static 

positions. Again these results do not contradict the structure of the test tags, and supports the 

analyst discovering the contents of each tag. 

With a set of predefined coloring schemes the analyst can quickly determine if his 

assumptions are correct, and discern some meaning from binary data using binary rainfall 

plots. It can however be very difficult picking out and determining the meaning of values that 

do not confirm to any predefined scheme. Custom data formats are also difficult to say 

something about when using the binary rainfall technique. Since we now have strong 
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indications saying that the data is highly structured, and contain a lot of what seems to be 

similar values placed on the same location of each tag, the next step is to see if we can 

determine anything about the range or relation between the data bytes. 

5.1.2. PARALLEL COORDINATE PLOT 

The range and relation between bytes in the dataset can be revealed through the parallel 

coordinate technique. By separating the bytes in the dataset and creating graphs as described 

in Chapter 3.3. To be able to understand what we are watching and create a meaningful plot, it 

is important to take some time to experiment with the data we put into the plot. The first few 

attempts will most likely look very messy and random. 

Parallel coordinate plots (PCPs) are very useful for data exploration. Using software that is 

interactive and playing around with colours and axis placement gives a good insight into 

relations in the dataset. However, making sense of a PCP can sometimes be a challenge, 

particularly if a PCP is presented without explanation about what it depicts. 

 

FIGURE 9 INITIAL IMPORT OF DATA8 

Figure 9 shows how a direct import of the simulated dataset described earlier looks when it is 

imported into PCP visualization software. We can discern some meaning from Figure 9, but it 

                                                 
8
 This image was generated using Parvis. Parvis is a Java application specifically written to create parallel 

coordinate plots and is available from http://www.mediavirus.org/parvis/ under a GPL license agreement. 

http://www.mediavirus.org/parvis/


30 

 

is very difficult to understand what we are looking at. Here the bits of each tag have been 

grouped into 32-bit integers in order to limit the number of dimensions, and extract general 

trends from the dataset. After looking at the data using BRP, and studying the column 

dimensions we can conclude that Dim3 and Dim4 are constant. Since each tag is represented 

by a line through the plot this is visible here because each tag seem to just pass through the 

axis belonging to each tag. Taking a look at the maximum and minimum value of the axis 

confirms this as they are the same. All the other dimensions are seemingly random and 

difficult to understand, only with the exception of Dim9. 

Dim9 have seemingly a very restricted set of values, and there is a very tight grouping of 

values compared to the other dimensions in the dataset. Groupings such as these indicate that 

there are severe restrictions on the values that this dimension can contain. Since we now see 

indications of an interesting structure, and we have a very limited area to inspect we can look 

up the interesting field in the raw dataset in order to refine the data sent to the visualization 

application. 

By looking up the ninth block in the dataset it is very easy to see that there is a large amount 

of 01000100 values in this column. In addition, all columns starting with 01 only contain one 

entry also numbered 01 in the following 3 bytes. Given the context of the inspected system it 

is a reasonable assumption that the first byte contains the ticket type, and the following bytes 

then describe the type of passenger and thus means it’s a single passenger ticket. Given the 

previous assumption, it is reasonable to assume that the 02 in the first byte indicate a multiple 

passenger ticket. 

These assumptions are normally easy to assert as true or false based on additional information 

normally found on a receipt. By looking at additional, possibly non-electronic, data sources it 

should be a simple task determining the meaning of the data in column 9. 

Please note the scales of each dimension in Figure 9 as all dimensions are scaled differently, 

so values that might look random in this PCP might only look random because the scales are 

different. With different scales it is possible that two values that are close together in 

adjoining dimensions might appear to hit very different points on the next axis due to the 

difference in scale between the two axes. Figure 10 attempts to solve this by using the same 

scale for all axes, giving a clearer picture on how the values are distributed in each dimension. 
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FIGURE 10 DATA ON UNIFORM SCALES 

The next step is to examine the spread of values per dimension. In Figure 10 all scales share 

the same maximum and minimum based on the absolute maximum and minimum values 

contained within the dataset. This image displays very clearly the difference between structure 

and “noise”. Judging by this image the only non-structured data in the dataset we are 

inspecting are found in columns 1, 2, 10, 11, 12 and 13. Column 6 seems to be restricted to 

values larger than 0, and the rest of the columns seem to be restricted to a very small range of 

values. Based on the 16 bytes of the data contained within columns 10 to 13, it is reasonable 

to believe that these columns contain some sort of hash or strongly encrypted data. 

5.1.3. FREQUENCY ANALYSIS 

Since we already have quite strong evidence suggesting that the data in the dataset is binary, 

and largely unencrypted, it might not be necessary to perform a frequency analysis on the 

dataset. Even though a frequency analysis is expected to provide little insight into the 

structure and meaning of the dataset, it might provide further evidence supporting our 

assumptions thus far. Should it happen to contradict our assumptions, we suddenly have 

strong evidence that somewhere along the line data was misinterpreted. This gives us an early 

and inexpensive warning so we can recheck the data and our assumptions. 
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FIGURE 11 BYTE FREQUENCIES ALL BYTES 

Figure 11 shows an overview of the byte frequencies of all bytes in the dataset. The bar plot 

makes it clear that there is no distinct preference to printable bytes or bytes with any clear 

relation to the ASCII charset, or with any other special significance. Only the byte 00 along 

with a few other bytes shows up with higher frequency than the rest. All of these outliers can 

be explained by the fact that they show up in the fixed fields in all data records, or are part of 

empty data-fields. 
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FIGURE 12 LETTER FREQUENCIES 

Figure 12 compares the frequencies of the byte values corresponding to ASCII letters (since 

we assume the data set is unencrypted) to the frequencies of letters found in written English. 

The frequencies used here are the frequencies found in Table 2 in Chapter 3.2. Looking at 

these frequencies we can see that there are peaks at the letters H and O which might 

correspond in some degree with peaks found in the English language, but the general 

tendency of the data plot is that it is much flatter. Since there are little in common between the 

two graphs other than the two peaks corresponding with two letters, there is little evidence 

that the values that are in the ASCII letter range represent ASCII characters.  

After looking at the plots produced by the frequency analysis there is again little evidence to 

support the fact that the dataset contains values used to represent readable text sections. We 

now have two separate analyses suggesting that the data in the dataset are in fact binary data. 

5.2. Substitution ciphers 

A substitution cipher is a way to encrypt data by substituting existing symbols with symbols 

from another symbol. For example the letter A can be mapped to K, so every A in the plain 
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text would be shown as K in the cipher text. Stinson’s definition of substitution ciphers [15]: 

 

One of the simplest types of the substitution ciphers to implement in a digital environment is 

the shift cipher family. Shift ciphers are a subfamily of the substitution ciphers and are 

defined by adding a constant to the plain text symbol to obtain the cipher text. For the dataset 

defined in Chapter 5.1, the encryption function can be defined as: 

  ( )  (   )        

Here we select K to be 10 and then encrypt the data portion of our dataset. Since the dataset is 

designed to mimic the format of the “Mifare Ultralight” RFID tag, the first 8 bytes of the 

dataset is left unencrypted. These bytes are write protected and used for identifying the data 

record and should therefore be left alone. 

ℯ𝜋(𝑥)  𝜋(𝑥), 

𝒹𝜋  𝜋−1(𝑦),  

𝐿𝑒𝑡 𝒫  𝒞  ℤ26.  

𝒦 𝑐𝑜𝑛𝑠𝑖𝑠𝑡𝑠 𝑜𝑓 𝑎𝑙𝑙 𝑝𝑜𝑠𝑠𝑖𝑏𝑙𝑒 𝑝𝑒𝑟𝑚𝑢𝑡𝑎𝑡𝑖𝑜𝑛𝑠 𝑜𝑓 𝑡ℎ𝑒  6 𝑠𝑦𝑚𝑏𝑜𝑙𝑠 0,1, … , 5. 

 𝐹𝑜𝑟 𝑒𝑎𝑐ℎ 𝑝𝑒𝑟𝑚𝑢𝑡𝑎𝑡𝑖𝑜𝑛 𝜋 𝜖 𝒦,𝑑𝑒𝑓𝑖𝑛𝑒   

𝑎𝑛𝑑 𝑑𝑒𝑓𝑖𝑛𝑒   

𝑤ℎ𝑒𝑟𝑒 𝜋−1𝑖𝑠 𝑡ℎ𝑒 𝑖𝑛𝑣𝑒𝑟𝑠𝑒 𝑝𝑒𝑟𝑚𝑢𝑡𝑎𝑡𝑖𝑜𝑛 𝑡𝑜 𝜋.  
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Figure 13 Structure comparison 

5.2.1. BINARY RAINFALL VISUALIZATION 

Figure 13 depicts a comparison between the binary rainfall plots of the dataset (a) before and 

(b) after encryption. It is very hard to spot the difference between the two plots, and almost all 

visible structure is maintained and almost identical after data encryption, as displayed in (c). 

The last illustration takes the encrypted data and subtracts the encrypted data. As a result we 

get a BR plot that contains only the pixel values 10 and 245, both of which are easily 

explained by looking at the encryption function. Unfortunately under normal circumstances 

we do not have access to both encrypted and unencrypted data, so the last image might seem 

artificial. However should we have access to both, and our task is to identify the encryption 

method, the last image is a very quick and easy to read proof that all of the data is encrypted 

using the encryption function defined in Chapter 5.2. 
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FIGURE 14 STRUCTURE XOR COMPARISON 

Figure 14 displays the first line in the dataset XORed with all the other lines in the dataset. By 

adding the first entry to the rest we are able to highlight fields that are equal in some datasets, 

but not in others. In theory any line can be selected for addition to achieve the same results, 

here the first line is selected because of convenience. The addition might seem like a waste of 

time now, but if we had no prior knowledge about the dataset it could yield important 

information. In Chapter 5.3.1 the use of this approach is demonstrated. Image (a) displays the 

XORed BR plot of the unencrypted dataset and image (b) displays the BR plot using the 

encrypted dataset. Again image (c) is the difference between (a) and (b). Comparing the 

images it is again easy to see that the difference between the two datasets is minimal, but from 

image (c) it is evident that the difference is significantly bigger than when the plain data was 

compared. Also there is one horizontal line that is much clearer in image (c) than on any other 

image. This is the middle of the random looking portion of all the other plots, and appears to 

be in the middle of the hash portion of each data entry when looking at the data definition in 

Chapter 5.1. The appearance of this line is very strange and might be explained by a known 

weakness in the MD5 algorithm. All of the other discrepancies can be explained by the 

encryption function altering the first data entry. 
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FIGURE 15 ASCII COMPARISON 

Figure 15 shows the values in the ascii range colored blue and shows the encrypted and the 

unencrypted BR plot side by side. Once again it is almost impossible to separate the two still 

not affecting the results of the analysis in any way. 

Attempting to color any timestamps contained in the dataset yields no result when the dataset 

is encrypted, and so is only useful in this case to provide additional evidence that the dataset 

is indeed altered. 

The last BR plot that might be interesting to view is the visualization of the byte frequencies 

in the dataset. Before comparing the byte frequencies it might be important to note that a large 

K might cause significant visual changes to the BR plots of the unencrypted and encrypted 

data. Figure 13 shows that this change is constant by displaying an image that clearly depicts 

that the pixel value difference between the encrypted and unencrypted data is the value K 

(here K=10). Since the shift ciphers only offsets the values by a constant this should not affect 

the frequency distribution of the bytes in the dataset. Since the frequencies of each byte entry 

should be unaffected, the difference of the BR plot depicting byte frequencies should be all 

zeroes. Figure 16 clearly displays this in figure (c) where the plain text intensity has been 
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subtracted from the encrypted intensity and the result is a plain black image without any 

artifacts. 

 

FIGURE 16 FREQUENCY COMPARISON 

 

5.2.2. PARALLEL COORDINATE PLOT 

From what we have seen using the BR plots, the parallel coordinate plots are expected to be 

very similar to the plot of the unencrypted dataset. Given the fact that the PCP aggregates four 

bytes to reduce the number of dimensions the displacement of values might be a lot bigger 

than the K used in the encryption function, but the groupings of values should still be visible 

on the plot. 
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FIGURE 17 ENCRYPTED AND UNENCRYPTED DATA IN PCP PLOT 

Figure 17 shows both the encrypted dataset plotted as a blue PCP and the unencrypted dataset 

overlaid in red. It is evident that the datasets are very similar, but as mentioned above the 

clusters clustering on the axis have moved. The distance moved is not equal to K because all 

bytes in the dataset are shifted by K, but to keep the number of dimensions in the PCP to a 

manageable level four bytes is combined to create a 32-bit integer. Since each of the 4 bytes 

are shifted the total change in the integer equals the following binary number 

0101010101010101. The actual change on the graph is determined by how the bytes are 

interpreted when casting them into an int. 

Regardless of this change in the positions of the clusters the results from the PCP is 

unaffected. What looks random in the unencrypted dataset is still random in the encrypted 

dataset, and structured sequences are still highly structured. Since the structure is clearly 

visible and almost unchanged it is evident that the encryption function is susceptible to attacks 

and should be easy to break. 

5.2.3. FREQUENCY ANALYSIS 

Following the example set when analysing the unencrypted dataset the next step is to quickly 

create and visualize a frequency analysis of the relative byte frequencies as a line chart. The 

expectancy of this analysis would be roughly the same as for the unencrypted dataset, and if 
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there is some prior knowledge about the expected byte frequencies in the plain text this is a 

very useful method of breaking the encryption. 

Unfortunately, should we have no knowledge about the expected distribution, or a dataset that 

is too small to have any statistical significance, the frequency analysis does not provide any 

additional information. 

Comparing the line chart for the unencrypted dataset with the line chart for the encrypted 

dataset it should be clearly visible that all relative frequencies are displaced with the same 

distance. As previously mentioned, it is very difficult, if not impossible to discern any 

information about the encryption method by only looking at the relative frequencies of the 

encrypted data. The only piece of information to be gained from such a graph is determining 

that the data is unevenly distributed, if some byte values appear with a much higher frequency 

than the rest. 

5.3. One-time Pad 

The last encryption we are going to investigate is the One-time Pad. First described by Gilbert 

Vernam in 1917, the One-time pad is an attractive cryptosystem commonly used because 

encryption and decryption is very easy. The cryptosystem was also believed to be unbreakable 

for a long time, and has since it invention been widely used.  

The One-time Pad as defined by Stinson [15]: 

 

Even though the system is easy to implement and the logic behind the system is relatively 

simple, it is very easy to create flawed implementations that leave one-time pad systems very 

vulnerable and easy to attack. One of the most common flaws is using a bad or flawed 

algorithm for generating the key, K. An example of a bad key would be a short unique 

𝐿𝑒𝑡 𝑛 ≥ 1 𝑏𝑒 𝑎𝑛 𝑖𝑛𝑡𝑒𝑔𝑒𝑟,𝑎𝑛𝑑 𝑡𝑎𝑘𝑒 𝑃  𝐶  𝐾  ( ℤ2)
𝑛, 

 𝑑𝑒𝑓𝑖𝑛𝑒 𝑒𝐾(𝑥)𝑡𝑜 𝑏𝑒 𝑡ℎ𝑒 𝑣𝑒𝑐𝑡𝑜𝑟 𝑠𝑢𝑚 𝑚𝑜𝑑𝑢𝑙𝑜   𝑜𝑓 𝐾 𝑎𝑛𝑑 𝑥.  

𝑆𝑜, 𝑖𝑓 𝑥  (𝑥1, … , 𝑥𝑛)𝑎𝑛𝑑 𝐾  (𝐾1, … ,𝐾𝑛), 𝑡ℎ𝑒𝑛  

𝑒𝐾(𝑥)  (𝑥1  𝐾1, … , 𝑥𝑛  𝐾𝑛) 𝑚𝑜𝑑  .  

𝐷𝑒𝑐𝑟𝑦𝑝𝑡𝑖𝑜𝑛 𝑖𝑠 𝑖𝑑𝑒𝑛𝑡𝑖𝑐𝑎𝑙 𝑡𝑜 𝑒𝑛𝑐𝑟𝑦𝑝𝑡𝑖𝑜𝑛.  𝐼𝑓 𝑦  (𝑦1, … ,𝑦𝑛), 𝑡ℎ𝑒𝑛  

𝑑𝐾(𝑦)  (𝑦1  𝐾1, … ,𝑦𝑛  𝐾𝑛) 𝑚𝑜𝑑  . 
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number sequence that is repeated through the entire key length. The system is also symmetric, 

meaning that the same key is used for both encryption and decryption, creating severe key 

management problems. One time pads are also susceptible to known plaintext attacks since K 

is the exclusive-or of the original data and encrypted data. 

As an example enhancement of the system proposed Chapter 5.1 a variation of the one-time 

pad is proposed. Unfortunately it is not feasible to create secure channels for transmitting keys 

in this system, so each reader has been equipped with an internal key store where n keys are 

stored. The additional keys provide the system with an additional layer of security should one 

of the keys be compromised, and all nodes have the same way of determining which key to 

use. 

In the following examples the system uses the tag ID, TID, field as described in Chapter 5.1 

to compute key location, I, in the key storage to provide the key,   , that is used to encrypt 

and decrypt the rest of the data. n is the total number of keys in the key storage. 

  (         ) 

In the following examples the data portion of each data entry has been encrypted using the 

method described above with several different key storage sizes. 
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5.3.1. BINARY RAINFALL VISUALIZATION 

When the encrypted data is visualized using a BRP it becomes evident that the protection 

offered by a one-time pad obfuscates the structure of the data far better than the substitution 

cipher in Chapter 5.2. Figure 18 Data encrypted with one-time pads shows how quickly the 

structure disappears in a standard BRP only mapping byte value to pixel intensity. Here the 

data displayed in the first picture has been XOR-ed using the approach described in Chapter 

5.3 with a number of different pads as described in the figure text. In (d) almost all discernible 

structure is gone, and although the image does not look like uniform white noise it is very 

difficult to say anything about the underlying data structure or encryption method. 

 

FIGURE 18 DATA ENCRYPTED WITH ONE-TIME PADS 

It is very hard to make any hard decisions about the data when looking at the plain BRPs and 

some refinement is needed. After cycling though the methods proposed in Chapter 5.1.1 none 

of them yield any practical results except for XOR-ing the contents of the first tag with every 

other tag. 

When XOR-ing the first tag with all other tags a few horizontal black artefacts appear in the 

images. Even when there are 10 different keys to choose from these black horizontal lines are 

clearly visible and easy to spot among the surrounding noise. 
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FIGURE 19 ONE-TIME PADS XOR COMPARISON 

Shown in Figure 19 these artifacts show a clear fingerprint of the encryption method used, 

and also allows the analyst to salvage information about how many keys are used and also 

information about fields that are similar or identical in the plain text. These artifacts are a 

result of the following property of the XOR operation: 

 1  2   1  2 

When m1 and m2 is equal they will produce strings of zeros and appear in the BRP as the 

horizontal black lines in Figure 19. Even with a large amount of lines it is easy to see 

irregularities in the pattern, and even when using 10 different pads it is clearly visible in our 

BRP. Unfortunately knowing the result of the two plaintexts XOR-ed does not provide us 

with any direct information about the encrypted information, but using BRPs the encryption 

method and similar regions in the data have been identified. Since the black regions also 

appear as vertical columns it is reasonable to believe that these data appear to be similar in all 

entries in the dataset further simplifying the analysis and recovery of plaintext data. 

5.3.2. PARALLEL COORDINATE PLOT 

Due to the random nature of the keys used in one-time pads it is hard to say anything about 

how the parallel coordinate plot, PCP, might be altered by data encryption. In the system 

proposed in Chapter 5.3 the tags are being reused since the size of the key storage is limited 
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for the systems responsible for creating, encryption and decryption of tags need a way to 

determine and use the same key. Since the keys are reused the PCPs will probably be 

influenced by the amount of keys available. Where in Figure 10 and Figure 17 the data clearly 

clusters around one point on some of the axis, the values in a PCP of a one-time pad system 

with a limited number of keys should be focused around a number of points equal to the size 

of the key storage. 

 

FIGURE 20 PCP OF ONE-TIME PAD DATA WITH 5 DIFFERENT KEYS 

Figure 20 was generated using the same dataset as before, but encrypted with 5 different pads. 

This is the same dataset as in Figure 18 (b). The colors in the figure have been selected so 

each color represents the data grouping in a specific point on the 4
th

 axis. Here it is clearly 

visible that where the data previously where grouped around a single point it gathers around 5 

after encryption. The figure also clearly shows that the groups formed on the 4
th

 dimension is 

the same entries that later group again on similar axis. 

Where the BRP shows us evidence that the encryption method is a pad system with a 

recurring key, the PCP shows us the number of keys in the system by counting the number of 

groupings in the columns that appear black in Figure 19. Since we now know the number of 

pads used, and which lines in the dataset that uses the same pad, it is now possible to try and 

identify patterns on how a pad is selected, and attempts can be made at breaking each pad. 
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With a sufficiently large number of entries belonging to each pad, they can be reverse 

engineered using linear cryptanalysis. 

5.3.3. FREQUENCY ANALYSIS 

When the data entries that use a certain key the next step is to apply the statistical 

cryptanalysis as mentioned in Chapter 5.3.1. A problem with applying the frequency analysis 

to a binary dataset is that we need to know something about the byte distribution of the 

plaintext data. In Chapter 5.1.3 the frequency distribution of the plaintext data was presented, 

but it is very hard to prerequisite any knowledge about the plaintext. If the dataset had been 

readable text instead of binary data it would be easier to decipher the plaintext once we could 

access the frequency distribution. 

There is one more problem if we prerequisite partial knowledge of the plain text then the 

frequency distribution can be a very important tool in recreating the plaintext data. However if 

we assume full knowledge of the plaintext, or manage to decipher the entire plaintext, then 

completely breaking the system is very easy as the system keys can be reconstructed by XOR-

ing the plaintext with the encrypted text. The result would here be the key used, and this 

would allow us to impersonate the system issuing the data tags. 

5.4. Conclusion 

5.4.1. UNENCRYPTED DATA 

Using only binary rainfall plots and parallel coordinate plots we discovered a lot about how 

the dataset was constructed. Combining all approaches we were able to say something about 

all the bytes contained within the dataset, and we discovered the location of two fixed time 

fields and gained some information on what the other fields contained. 

All proposed visualization techniques have given some insight into the structure of the binary 

data and left us with a good idea of what the binary data represents. Some work is still 

required to make sense of all the data, but all visualizations have fulfilled their goal of 

aggregating the dataset information, and providing a “bird’s eye view” of the entire dataset. 

Due to the presence of unencrypted timestamps it is reasonable to assume that each data entry 

contains more unencrypted data. Since we now know that the binary text we read contains 

plaintext the next step in deciphering information would be additional analysis involving 
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looking up values on receipts and related information trying to figure out if there are any 

matching values. Values that might be easy to identify is the customer number, ticket ID, 

ticket type and persons this entry is valid for. Also information like discounts and place where 

the ticket was bought might be interesting. 

Since part of the conclusion is that the dataset is unencrypted any further analysis and 

attempts to break the encryption method are moot and not needed for this dataset. 

5.4.2. SUBSTITUTION CIPHERS 

After looking at how substitution ciphers alter the data it is clear that the big weakness using 

these ciphers is that every byte value is mapped with a one-to-one relationship between the 

cipher text and plain text. Such a mapping causes little to no change or distortion in any of the 

visualization methods thus far, and non-random structures are still clearly visible in the data 

visualization. These non-random structures are easy to spot, and although they do not reveal 

the decryption method themselves, they provide clear evidence to the analyst that the data is 

encrypted using a very weak encryption method. 

Furthermore a lot of the techniques presented can be used to very quickly verify that the 

correct solution is found for all data in the dataset by comparing visualizations and making 

sure that the results are no unnatural artefacts in images comparing the two datasets. In the 

case used when the dataset was encrypted using a shift cipher with K=10, the images in 

Figure 13 clearly showed that the same solution is valid for all entries in the dataset. Figures 

like Figure 13 can also be compared to a fingerprint, since the only data visualized is the 

change imposed by the encryption method. 

Looking at the all the visualization methods the results from all of them are more or less the 

same, the data is structured, but probably protected. Since we have determined that they 

encryption is probably weak the next step would be to try to decrypt the data. This can also be 

done with the aid of visualization. Using automated brute force algorithms the visualizations 

like Figure 13 can provide the analyst with quick feedback showing off landmarks in the 

proposed solution. These landmarks provide the analyst with a clear depiction of where to 

find expected values, and some evidence that the data in the solution is indeed plain text. 
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5.4.3. ONE-TIME PAD 

Judging by the visualizations produced from the data encrypted with an adaptation of the 

One-time pad, it is evident that one-time pads provide a lot better obfuscation and protection 

then the substitution cipher. A prerequisite for this to be true is that the system uses enough 

different pads and ensuring that a pad is reused as few times as possible. The most prominent 

structure in all our visualizations is the recurring pads, these are also the source of the black 

horizontal lines that are pointed out in Chapter 5.3.1 and displayed in Figure 19. 

Even more beneficial than the visualisations themselves is the fact that the visual pattern 

produced by the weakness in my adaptation of the one-time pad is very distinct and easy to 

spot. Such a pattern is very similar one of the goals of this thesis, vulnerability signatures. The 

black lines highlight one specific vulnerability in the encryption algorithm, and are made 

more prominent by flaws in the underlying data structure. Vulnerability signatures can be a 

very useful tool as they can be very easy to identify once an analyst is aware of how they 

look. If a signature is spotted, easily verified and provides strong indications to a very limited 

set of flaws, then this would enable large volumes of data to quickly be checked for common 

security errors. 

Figure 20 shows that parallel coordinate plots can be used to determine how many keys are 

used and provide some insight into how the underlying binary data is organized. 

Unfortunately the PCP is unable to provide any additional insight and the only readily 

available information in the plot is the clear separation of the data groupings for each pad 

used in the system. 

The frequency analysis is a lot harder to make sense of. Since the data format is binary some 

information about the plaintext is required. The other visualization methods might be able to 

provide some information, and BRPs and PCPs provide a lot more information in this case 

than a statistical approach. Even though we do not get any extra information from the 

frequency analysis, the information provided by the other visualizations should be enough to 

recover the keys and break the system relatively easily. 
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Chapter 6  

CASE STUDY: SKYSS TICKETING SYSTEM 

“Life is like an onion: you peel it off one layer at a time, 

 and sometimes you weep” 

Carl Sandburg 

Up until now I the focus of this thesis has been to explain how and why one might want to 

consider visualization techniques to analyse and review data. Several different approaches to 

analyse significant quantities of data quickly has been proposed and the strengths and 

weaknesses of each approach has been presented through examples and short discussions. 

One question remains however; how do these techniques work in real life, and how can they 

be applied to gain insight into systems that you have no prior knowledge about? 

The only way to answer this is to go out there, find a system, gather a dataset and apply the 

methods described in Chapter Chapter 3. Interpreting the results from this visualization might 

be hard if you are unsure of what you are looking for, but the first thing to look for is any 

pattern in the image that does not look like uniform white noise. If any structure is revealed 

then there is evidence of a weakness in the encryption method. Should there be evidence of a 

weakness the next step will be to identify what kind of weakness we are looking at. In the 

future this might be done by comparing the visualized data to a set of vulnerability signatures. 

Vulnerability signatures are a set of reference images each depicting how data with a known 

encryption method or security problem looks when visualized using a specific method. Such 

signatures could function much in the same way as fingerprints do in forensics. Once enough 

evidence of a flaw has been found, a more direct approach, designed to break a known issue 

can be applied. Using a direct and targeted approach should provide proof that the weakness 

is indeed present, and the data vulnerable to prying eyes. Due to time constraints this case 

study focuses on testing how secure the information stored on tickets are. It does not consider 

the security of hardware responsible for issuing tickets, or the communication channels. 

To test the methods described earlier the Skyss’ ticketing system was chosen as a good target 

for closer inspection. The system is used by thousands of people daily, and creating a 
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reasonably sized dataset is trivial. The system uses RFID tags as tickets and the hardware 

required to obtain the dataset is cheap, and easy to obtain. This is especially true since near 

field communication technology (NFC) has recently been implemented in many new smart 

phone models. NFC enables smart phones to read and write to RFID tags. Combine the 

hardware with easy software development kits (SDK) available for the mobile operating 

system and you have a very efficient tool for gathering and analysing RFID tags. NFC has 

because of this eliminated the need for the specialize hardware used later in this case study. 

Specialized hardware was used because a smart phone with NFC was not available when the 

data was collected. 

6.1. Background 

During the second half of 2007 Skyss received responsibility for the collective transport 

services in Bergen[16], and the task of building and running the new city light train, Bybanen. 

Alongside this new take on collective transport in the city Skyss wanted to introduce a new, 

unified ticketing system for all it services. The old ticketing system used by transport services 

in Bergen was developed in 1986 and the new unified system would provide the transport 

companies with extra information such as GPS tracking of busses and more robust 

personalized ticketing cards. The system was supposed to be ready and used in 2008 [17], but 

delays and problems with delivery caused the system to be delayed and not fully deployed 

until the second quarter of 2010. Hordaland Fylkeskommune that had such a bad relationship 

with the company developing the system that they even considered to cancel the agreement, 

but didn’t do so because of further delays to the system and hidden legal costs [18]. 

After the delays and an ever expanding budget the new ticketing system did not function as 

intended and during the third quarter of 2010 Skyss where still struggling with their new 

system. Budget costs had risen from 90 million Norske Kroner (NOK) to at least 187 million 

NOK [18]. The new system was very difficult and time consuming to use leading to delays. In 

extreme cases bus drivers refused to issue tickets and transported customers for free because 

the new system caused delays and very disgruntled passengers [19].  

The new ticketing system selected was delivered by ATRON in Germany, and is based on 

Mifare RFID technology. Mifare RFID cards are used in several large public transport 

systems, one of the best known is the Oyster cards used by the London underground [20]. 

Also work by Jacobs et al has shown that several Mifare RFID systems have been vulnerable 
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to attack and misuse in the past. The system delivered by ATRON was primarily based 

around single use Mifare Ultralight tickets and the Mifare DESfire RFID card personal 

transport cards. DESfire is a high security solution delivered by Mifare and suggested key 

applications include identity verification, e-government and access management [21]. 

Unfortunately even the DESfire solution have known exploits [22], and Ultralight solutions 

have no built in security. 

Since existing RFID solutions in the same domain contains security flaws the Skyss tickets 

posed an interesting subject for closer study. After the initial study of the factors surrounding 

the development of the system the system looked even more interesting, as budgeting 

problems and delays are often heralded in textbooks as the number one cause for security 

flaws in the system design [Textbook Security Patterns].  

6.2. System Overview 

The ATRON system consists of these public subcomponents and possibly other unknown 

components. 

 Ticketing nodes placed at stops. 

 Ticketing nodes operated by the bus drivers. 

 Travel registration nodes placed on busses and the light train. 

 A backend system that handles the data acquired by ticketing machines and travel 

registration machines. 

A very interesting question in this setup is how the nodes issuing tickets communicate with 

the backend system. If each node can verify a ticket without live communication with the 

backend system, then a ticket must contain enough information and be secure so an issuing 

node can trust the information contained on a ticket. Should the nodes have an open 

communication channel with for ticket verification then they can verity tickets with the help 

from other parts of the system and less information is needed on the actual tickets. 

The tickets themselves come in two different formats. 

 Skysskort - personalized card with traveler credentials that can be charged with 

credits or a special ticket type such as monthly travel pass. This card is a DESfire card 

delivered by Mifare and protected by hardware encryption and authentication 

protocols. 

 Enkelskyss - simple and cheap paper tag. The tag type is Mifare Ultralight and does 

not provide any built in security. 
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A traveler wishing to travel with Skyss’ services are required to buy a ticket from one of the 

ticketing nodes (as of 2012 this costs 27,- NOK per ticket). He is then required to register the 

ticket at one of the travel registration nodes. The reasoning behind this is that Skyss wants to 

gather traveling information about the passengers to enhance the services provided by the 

company. However the extensive collection of data has lead to several members of the public 

voicing their concern about each passenger’s privacy [mail 8 and 9].  

Initial investigations into the protocol and technology used in the ticketing system revealed 

that the system uses RFID tags and readers from Mifare operating at a frequency of 13,56 

MHz according to ISO 14443A [23]. To successfully create a dataset, the first step was to 

gather information about the system and how to successfully gather data from it. The card 

types used in the system was discovered in a public project note by Arve S. Berg[24]. In a 

budget overview the two card types used are revealed through a list that publishes the 

budgeted cost, and the offer received by Atron Gbh. 

The card types revealed the following requirements for the hardware: 

 13.56 MHz read capabilities 

 Support for the unencrypted Mifare RFID protocol 

 Support for the Mifare DESfire protocol 

After the initial search it was clear that most companies wants to sell complete RFID solutions 

and in order to know the price of an item one has to request a quote from the store. Cheap 

RFID readers are available from other sources, like E-bay, but for this study we wanted to 

obtain an item from an established vendor in order to assess the availability of these items 

through conventional vendors. The item used to obtain data for this study is an RFID 

reader/writer delivered by GAO RFID named “13.56 MHz. High Frequency (HF) USB RFID 

Reader Writer Mifare
9
” with GAO RFID product number 233002. This reader supports all 

aforementioned requirements and also provides an easy-to-use API for software developers. 

A modern NFC enables smart phone could easily have fulfilled the requirements for an RFID 

reader, but adaptation of NFC has been very slow in Norway. Very few NFC enabled smart 

phones have been released; some like Samsung Galaxy SII have even had NFC removed from 

their feature list before the model was released in Norway. The reason for this is rumored to 

be that the NFC ecosystem is not ready to be used yet in Norway. 

                                                 
9
 HTTP://WWW.GAORFID.COM/INDEX.PHP?MAIN_PAGE=PRODUCT_INFO&CPATH=97&PRODUCTS_ID=329 
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A short test was made associated with this study to test the viability of using NFC enabled 

phones as readers for the purpose of data collection. With the Android SDK for Android 4.0, 

it was very easy to write an app that recognized the presence of RFID tags and read data the 

data stored on them. With further work this would be an easier approach to collecting RFID 

data, as the APIs for NFC communications where simple and easy to use. There are also an 

open source project devoted to creating an app called FareBot
10

 that can read some of your 

own personal information form RFID tickets. The source code for this app is available on 

GitHub in the repository korkonius/NFCTest
11

. 

6.3. Data format 

To be able to study the collected data both visualization and a human readable format the data 

was stored using hexadecimal strings. A hexadecimal representation of the byte stream is easy 

for most computer professionals to read and is easy to convert to different binary formats 

regardless of platform or programming language. This makes it easy for further case studies to 

compare the finds of this study with own finds, or use alternate methods to investigate the 

data further. A typical entry in the dataset can be seen below. 

 

Since 4 bytes are stored on each page and the data becomes easier to read when organized into 

smaller segments a space character is added between each page. This allows a human analyst 

to easier compare small segments of data, helps humans recognize patterns and structures, and 

creates a structure in the record mimicking the pages used on the tags. 

6.4. The logging application 

The software used to create the data file was made specifically to read data from RFID tags 

and store data for later analysis by other software. Microsoft’s .NET platform was used and 

the software was developed in C# using Sharp Develop 4.0
12

. Libraries for communicating 

with the RFID reader were provided by the hardware supplier, GAO RFID. Initially some 

problems where encountered with the bundled drivers. The hardware was using a Serial-to-

                                                 
10

 http://github.com/codebutler/farebot 
11

 http://github.com/korkonius/NFCTest 
12

 HTTP://WWW.ICSHARPCODE.NET/OPENSOURCE/SD/  

[Mifare Card Type] | [Page 1] [Page 2] [Page 3] [Page 4] … [Page 16] 

http://www.icsharpcode.net/opensource/sd/
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USB bridge delivered by Prolific
13

, and the drivers used by Windows to communicate with 

the bridge did not support Windows Vista or Windows 7. After contacting GAO RFID about 

the issue they delivered an updated driver that worked with the most recent releases of the 

Windows operating system. A quick analysis of the driver software shows that the Serial-to-

USB driver is not provided by Prolific directly, but is slightly modified. The example 

applications where written in Visual Basic 6 and then quickly ported to VB.NET. All these 

niggling issues create the impression that commercially available RFID readers are not 

popular and do not get prioritized by developers. They also make it a tougher job for 

developers that want to create smaller RFID applications. After the initial problems were 

solved creating software that use the drivers and libraries provided is painless and easy for 

anyone who is familiar with creating simple computer applications. 

Although the vendor provided libraries where simple to use, the initial problems with the 

hardware and bad quality of code examples would lead to the conclusion that using the 

Android SDK along with an NFC enabled phone is a much more viable solution. The initial 

time investment in working with the Android SDK was far less than the time and effort 

invested in the commercial reader used here. Combined with the ease of distribution 

applications on the Android platform, the possibility of transmitting data over the 3G network, 

and the reduced cost of data collection using NFC phones enables future researchers to collect 

much bigger datasets than the one used here. 

6.5. Mifare DESfire 

As mentioned initially one card type used in the system was the Mifare DESfire card. This 

system supports hardware level encryption and upon attempting to scan these cards we were 

able to obtain no useful data. Without the reader presenting the proper key the card would 

reply only with a string of 0s. Since this case study’s primary goal is to apply techniques 

borrowed from visualization to assess security problems, and because of the time constraints 

involved no further effort was made to extract data from these cards. 

There is however serious known weaknesses with the Mifare DESfire cards. An approach 

described in a paper by Suresh Chari et.al. allow an attacker to obtain the shared key used by 

the card and reader when transmitting and receiving data. This is done by using a radio probe 

to observe the data that leaks from the card (or ”Side Channels”) as it communicates with the 

                                                 
13

 HTTP://WWW.PROLIFIC.COM.TW/ 
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reader [22]. The approach was recently successfully applied by two German researchers, 

David Oswald and Christof Paar, who successfully managed to recreate the entire 112-bit key 

from an MF3ICD40 system using Triple DES encryption [25]. Such an attack on Skyss would 

have widespread consequences. Successfully recovering the key from a DESfire card could 

mean that anyone with the proper hardware can impersonate a ticketing node and pose as an 

authenticated and secure source to the system. With the right key one would also be able to 

gather personal information stored on the cards without an agreement from the card owner. 

6.6. Enkeltskyss, Mifare Ultralight 

Mifare Ultralight cards are designed to be very cheap tags that can be used once or more and 

then discarded. Due to the low cost requirement Ultralight tags contain very little 

functionality of each tag, and is not protected by any form of built in security. Since they do 

not require readers to be authenticated all data on these cards are available to any RFID reader 

that supports the ISO 14443A standard. Of a total of 64 bytes of memory on these cards 48 

are available for read and write operations. The rest is reserved for the card ID and a one-time 

programmable area. 

Since the cards themselves do not support any cryptographic protection Mifare has developed 

a separate solution that can be built in to the supporting systems called DESfire SAM. 

DESfire SAM is a module that provides a secure cryptographic key storage and cryptographic 

functions for the nodes in a Mifare system. This enables an additional layer of security to be 

added to the system, and give the functionality needed for secure communication and 

authentication. 

For the purpose of this case study data was gathered from a total of 46 tickets. A small subset 

of the tickets had not been scanned after they were issued, so no journey had been registered. 

Other tickets where kept alongside their receipts to compare data on the ticket with the data 

from the receipt. A third effort was made at trying to identify small changes in ticket data. 

Tickets where bought using the same method of payment within a short time period, then time 

of journey registration was recorded on the receipt and the data from the two tickets placed 

next to each other in a separate data file. Using this approach it was possible to determine that 

the two first pages of data on any given card appear to be the card ID and a checksum. 

Presumably used by the system as part of checking the integrity of the card data. The last 2-4 

data pages on any given card were also empty. After scanning a card before and after 



55 

 

registering it on a travel registration node, it was possible to determine that pages 13 and 14 

where written when the journey was registered by the travel registration node. It would then 

be natural to assume that at least one timestamp is stored on each card. Unfortunately no 

timestamps using common timestamp bit patterns where discovered. Two tickets bought 

within a short timeframe, from the same ticketing node, and scanned on the same travel 

registration node shared none of the similarities expected from unencrypted data. 

6.7. Example visualizations 

Now it is time to apply the techniques previously discussed. Since the binary rainfall plots 

(BRP) seemed the most useful for determining overall structure. The first step of visualizing 

the RFID dataset is to determine if there are clearly visible data structures that can be targeted 

for further analysis. Figure 21 shows the BRP’s created using the approaches detailed earlier. 

The first thing to notice about these images is the complete lack of structure in last three 

quarters of each data entry of all the approaches. Unfortunately the timestamp search did not 

reveal any additional information so it is not included in the figure. 
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FIGURE 21: BRP'S OF COLLECTED RFID DATA 

There is evidence of structure in the data records of each tag, and the last section of most 

records. From the analysis of text and tests with different tags we know that the first bytes are 

the identifier for each card along with a checksum to verify the card ID. Following the ID is a 

fixed byte sequence that is the same for almost all tags scanned. The last section is data 

written to the tag when a journey is registered on a travel registration node. All contents of 

these fields where verified through manual analysis of the data records. Unfortunately the 

BRPs do not reveal any new information, and the data outside of the identified structures look 

like uniform noise so it is impossible to use BRP’s to extract additional information. 

Figure 22 shows the parallel coordinate plot of the RFID data. The information displayed here 

is roughly the same as we saw in the BRP’s. Some dimensions contain similar or equal data 

independent of the data record. In Figure 22 this is seen in how the data form up and move in 

a line between dimension 2, 3 and 4. Again please note that the byes have been grouped up in 

groups of 4 to reduce the number of dimensions in the graph so it is readable. 
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FIGURE 22: PARALLEL COORDINATE PLOT OF THE RFID DATA 

The last attempt at applying visualization to the RFID dataset to uncover obvious security 

flaws is the frequency lines. Based on the results shown in Figure 21 (b) the data contained in 

each record seems to be binary, so a frequency analysis comparing byte frequencies to the 

frequencies of a written language is not viable. The only approach is to make a frequency plot 

and see if there are any values that stand out. 

 

FIGURE 23: BYTE FREQUENCIES IN RFID DATASET 

Again we see that the only structures we can distinguish in the frequency plot is the fixed 

fields we saw in the BRP and PCP. There are no additional statistical significant abnormalities 

that could indicate weaknesses in the encryption. 
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6.8. Finds 

The results from visualizing a real life dataset were somewhat disappointing, but still 

somehow encouraging. No major security flaws where discovered and the system seems to be 

protected by a cryptosystem that can stand up to a high level analysis of the data. No 

significant flaws where discovered in other parts of the system than the one-time write and 

identification fields for each tag. The only piece of real information extracted by the analysis 

is that 8 bytes of extra data is written to each tag when a journey is registered, but nothing is 

known about what information each ticket contain. Visualization efforts on the other hand are 

encouraging for the owners and users of the system, as it seems to do a good job with 

encryption. When the data is inspected it seems to be safe from frequency analysis attacks and 

very little information is gained by collecting more data. 

Further efforts on determining what kind of cryptographic protection is offered by the system 

has not yielded great results either, as Skyss is not cooperative has not responded to requests 

for additional details about the system. After questioning technicians about how the system 

works some additional details has been revealed. The system has a cryptographic module 

attached to each node in the ticketing system. Without this component a node would not be 

able to communicate with the rest of the system, or read data from the tickets. This would 

suggest that the system has some hardware dedicated to secure communication and 

authentication of tickets and nodes. Most likely this module is technology delivered by 

Mifare, possibly adapted for use by ATRON. Mifare SAM is a likely candidate for the secure 

access module tasked with providing these services in the system. 

Please note that this case study is not a thorough cryptanalysis of the dataset collected, but a 

test to see how the methods outlined in this thesis apply to a real life system. The visual 

approaches used here did not reveal anything compromising in the Skyss system, and Skyss 

seems to have taken security and privacy of their tickets seriously. One might flaw them on 

the fact that they might have taken it a bit too seriously, as customers have no way of knowing 

what information gets registered when they buy these one-time tickets. Hopefully the data 

themselves are well protected that Skyss can reveal additional details on the information they 

store on these cards. If people know what information they leave behind maybe that will be an 

incentive for the inhabitants of Bergen to dispose of their tickets properly and not leave 

personal travel information lying around in the streets. 
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Chapter 7  

RESULTS AND FUTURE WORK 

“They have computers, and they may have other weapons of mass 

destruction.” 

Janet Reno 

After reading about the evolution of GPU based programming, creating an example system, 

and visualizing both artificial and real life data, the results from Chapter Chapter 5 and 

Chapter 6 shows that visualization can be very useful at detecting flaws and pointing analysts 

in the direction of the source of the flaw. It was also possible to directly relate what we were 

seeing in the visualization directly to a specific property of the encryption method or the 

structure of the data. We have also seen that “general purpose GPU” (GPGPU) programming 

is picking up speed and that there is great effort put into parallelizing software cryptography 

approaches to fully take advantage of modern multi-core processors and graphics processing 

hardware. Surprisingly little effort has been made into visualizing encrypted data to see how 

the encryption interact with the original data structure, and if we can identify how the data has 

been altered by looking at data compressed into an image. 

Previously one big argument against using GPUs for cryptography has been that it does not 

natively support 32-bit data operations. As seen in Chapter 2.2 the situation has changed and 

relatively cheap GPUs can now compete with the best CPU implementations, even when the 

CPUs have a special instruction set implemented for fast cryptographic operations. It should 

be possible to harness these enhancements for a lot of more specialized applications, but the 

traditional mind set of sequential programming is the primary limitation against making good 

use of these advances. Since GPUs are specialised for graphical processing the best approach 

for using them in cryptanalysis might be to combine visualization had heavy computation. 

Using the GPU to do heavy calculations without critiquing the results and producing an image 

based on metrics of correctness. If the calculations can be completed quickly and visualized in 

the same step it would probably be superior to existing methods of analysing great volumes of 

data. 
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The primary focus for thesis however has not been to attempt to further the work of others in 

regards to quick GPU implementations of algorithms. My primary focus has been to create 

visualizations that aid analysts in reviewing applications, and testing how well protected data 

actually is. Due to the lack of previous research related to data visualizations of this type there 

is little previous research to build on, so this thesis attempts to create basic visualizations 

based on 3 approaches described in Chapter Chapter 4. When the different methods where 

applied to artificial data in Chapter Chapter 5 it became evident that the selected 

visualizations complemented each other and the visualizations created in Chapter Chapter 5 

allowed us to make sense of most of the data created in the artificial dataset. In addition to 

being able to make sense of the data it was possible to strengthen our hypothesis about 

encryption methods by providing visual evidence that a proposed solution was consistent for 

all entries in the dataset. Figure 19 also shows that data encryption might introduce new 

patterns into the data that can be observed when the data is visualized. The figure also 

contains a very good example of the “signature” left by the One-time pad, and the pattern is 

easy to find and identify. Hopefully, with further work it is possible to create more of these 

signatures and gather them so analysts working with graphical tools can use them as reference 

images to help them quickly identify what they are looking at. 

Fortunately the visualizations of data collected from the Skyss ticketing system did not reveal 

any particular weakness. Hopefully further studies can confirm that the security in this system 

is adequate and protects the customer information Skyss collects. Unfortunately for this thesis 

the case study failed to provide conclusive evidence that the visualizations work in a real life 

scenario. As the case study did not focus on any other aspect of the system than the data 

encryption of ticket data, suggestions for further studies would be to perform a deep 

cryptanalysis of ticket data, or the security of the communication between nodes in the 

system. Due to the ethical aspects of the second suggestion such an investigation should only 

be performed when absolutely sure about the legal implications. 

Further studies must be done to determine if the methods suggested here are feasible or not. 

As of the visualization approaches presented here the binary rainfall plots (BRP) were by far 

the most useful for analysing structured data. The parallel coordinate plots and frequency 

plots functioned mostly to provide additional information about structures seen in the BRP. 

Other more advanced visualization methods should also be feasible, but were not included 

here since the lack of previous work suggested to start with the most basic and straight 

forward visualizations. 
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Please note that the product of visualization, as well as the application used to create the 

visualization, might be targeted by malicious souls. Especially cases where values are 

coloured to provide additional hints to analysts are vulnerable. A dataset that is designed to 

target the visualization approach might contain values recognised by a visualization method 

and provide falsified evidence to analysts. Also if the visualization application contains any 

weaknesses in handling the data it can compromise the host system like any other vulnerable 

application.  
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APPENDIX 1: GRAPHICS COMPARISON 

7.1. Quake by Id Software from 1996 

FIGURE 24: QUAKE(1996) NO HARDWARE ACCELERATION VS HARDWARE ACCELERATION. 

SOURCE: HTTP://WWW.MARKY.COM/3D/QUAKE/COMPARE/INDEX.HTML USED WITH PERMISSION. 

http://www.marky.com/3d/quake/compare/index.html
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Half-Life 2: Episode 1 by Valve Software from 2006  

 

FIGURE 25: HALF-LIFE: EP1 (2006) SCREENSHOT PUBLICLY AVAILABLE FROM                     

HTTP://EP1.HALF-LIFE2.COM/IMG/SCREENS/SCREENSHOT_6.JPG  

7.2. Battlefield 3 by DICE from 2011 

 

FIGURE 26: BATTLEFIELD 3 (2011) SCREENSHOT PUBLICLY AVAILABLE FROM 

HTTP://WWW.BATTLEFIELD.COM/BATTLEFIELD3/IMAGES/GDC-SNIPER 

http://ep1.half-life2.com/img/screens/screenshot_6.jpg
http://www.battlefield.com/battlefield3/images/gdc-sniper
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